CSE3180  Principles of Database Sytems

A Problem with a Production DataBase Query

Week 11 Discussion paper
The following is an example of a database administration problem solving episode.

A Company, which uses DB2 and a large IBM mainframe (but this also applies to Oracle, but probably not Access) met a situation where a batch job ran without finishing – it just kept on processing. And there were complaints from other users that their jobs either ran very slowly or were terminated.

The DBA found out rather quickly that there was a bit of SQL code in a few of the executing programs which was the most likely offender.( In DB2 there is a nice feature call plan_table EXPLAIN which provides very interesting information).

The code which was the cause was this 


Where B = :HVB and C = :HVC (external variables)

The SQL is performing a tablescan of a large table. It was required to read every page (you remember paging and pages of 2048 bytes ?) but during its execution it was ‘sidelined’ by other processes which were updating, inserting and deleting with X (exclusive locks) on dirty uncommitted pages – a fairly normal exercise. The scan program waited patiently for the X locks to be unset, invariably timed out and then retried. It would of course eventually succeeded, but very, very slowly.

Further investigation followed, based on the natural premise that 

(a) the number of rows which met the criteria (above) were small – in comparison with the total table size and

(b) a new index could be used to find those rows

The only index on the table which included B and C is an index on ABC (i.e. a 3 attribute index). The problem is like ‘ how would you find in the White pages every person whose first name is Robert and whose middle initial is M’.

This was pretty useless to use so the next move was to possibly reorder the index to CBA or BCA (remove the A attribute to the low end of the index set). 

This is not a good idea however as 500 programs use the index as ABC and they would perform very poorly if the index set order was altered.

So, why not create an index BC or another index CBA or BCA?  The table already has 7 indexes, and a new index would have an adverse effect on inserts, deletes, loads, and reorganisations – the index BC would require extensive and continuous updating.

What can be done ?   The primary goal is to provide a value for A which would give the DBMS a value for the high-order attribute (column) on the existing index. (a form of recycling).

Solution 1:  where A > ‘ ‘ and B = :HVB and C  = :HVC

In this statement, the DBMS is being informed that A is greater than literal spaces. However, this will not really impress the Optimiser into using the ABC index (remember the  ‘intelligence’ in the Oracle Optimiser and how it uses this intelligence to run a query ?). The DB2 Optimiser knows that all values of A are greater than spaces, and the net result is no change – the Optimiser will run a tablespace scan, and we have not changed the problem, let alone solve it.

Solution 2:  where A > :HVA and B = :HVB and C = : HVC

This is a sneaky attempt to fool the DBMS into thinking that there is a real value (other than spaces) for A.  The program will move spaces into HVA prior to executing the SQL, but again the Optimiser has other ideas. It will calculate the filter factor for a range predicate on A based on the cardinality of A and internal Optimiser algorithms. This could cause the Optimiser to choose the ABC index, but if it does it will only be able to match on one column, and that is A.

At run time the DBMS will read all rows for A values greater than spaces, and this could be better than a tablescan. Not all of the A rows in the table will need to be read.

The ABC index can be use to SCREEN on B and C (that’s a DB2 function). The effect of this is that table rows need only be read where the values of B and C qualify in the index row. All of the rows in the index would be read, but a lesser number of table rows would be required. This will, or should, lead to fewer pages (index plus table pages)  being read – which means less traffic between the disk and memory/cache areas.

Solution 3:  where A in (‘01’, ‘02’, ‘03’, ‘04’) and B = :HVB and C = :HVC

This solution provides every possible value of A as a list – and for the immediate time period this would be feasible. Note however that the values are hard coded. Depending on the fluidity of the A code set, this may need amending the next time the job is run (and who exactly makes the alterations – is there a program to do this ?)

Assume that every known value of A is coded into the list. This will ensure that the DBMS will not read every row in the index. This then looks to be a solution, although there are some management hooks with the list contents, which could of course alter during the actual job running – and which would result in not all of the required rows being processed – not a good proposition.

Solution 4: where A in (select A from AT) and B= :HVB and C= :HVC

Here there is a ‘smoother’ solution as the entries in the AT table are scanned. There would need to be a program which maintains the values in AT, but this is not a great concern. We will need to look at referential integrity in the table data. If all of the values of A appear in the AT table (and once only) then there is really no problem with referential integrity.

But, and this is a major but, there is another aspect to consider. A sub-select with an in-list predicate (which is what the solution hinges on), is a stage 2, non-indexable predicate. You might remember I made some (probably) vague comment in the lecture regarding some restriction of sub-select processes, and in DB2 this is one of them.   There is some move afoot to have an IN predicate with subselect to a stage 1 level, which does permit indexing, but this hasn’t been released yet – so we have to make do with what is available.

Solution 5: where BT.A = AT.A and BT.B =  :VHB and BT.C = :HVC

This uses a join of the BigTable (BT) to the small table (AT) which appeared in Solution 4 as an upmarket change from Solution 3.  AT will need to contain all values of A.  The DBMS could use AT as the outer table in the join and do a tablespace scan, or a full indexspace scan to retrieve all values of A (either from  one table page or one index page), one at a time. As each value is retrieved, the DBMS can use the ABC index on the Big Table (BT) matching this time on all 3 attribute sets (columns).

With this approach as new values of A are added to the Big Table, the new value will be retrieved from the code table AT. (a similar comment applies to deletes and updates of A values).

So what is the net result ? 

The performance problem has been solved without 

1. rearranging an index ( not a good idea)

2. adding another index (also not a good idea.  AT is not an index – it is a table)

3. making any impact on other existing applications (a very good move and one which should keep the users happy)
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