CSE3180  Principles of Database
Semester 1, 2003
Week   10        Tutorial Exercise
This week there is an exercise which focuses on the selection of the Foreign Key – or more accurately which of the Primary Keys should be floated to produce the Foreign Key.

The Exercise:

The implementation stage of a database has progressed to the consideration of     placement of the foreign key(s)  

There are two tables being examined and their names are Name and Subject. 

 The Name table has 25,000 rows and the Subject table has 600 rows. The                            

 relationship is 1:M (one to  many) – a ‘Name’ record may be associated with ‘many’ Subjects – a minimum of 1 up to a maximum of 4. 

The discussion relates to the floating of the Primary Key (Identity, 8 bytes) from  

 the Name table as the Foreign key in the Subject table, 

 OR as an alternative, the floating of the Primary Key of the Subject table (Subject         Code, 7 bytes) as the Foreign Key in the Name table. 

 Which do you consider offers the better efficiency in terms of disk storage ?

 Briefly explain, and support your reasons by including your calculations in your             answer.

The immediate answer to this is to float the Identity from the Name table to the Subject table.

This is generally incorrect.

In solution, a sample of data in both tables should be developed (say about 5 rows). In the Name table, the attributes would be the Identity, Name, Date of Birth,   Course, and in the Subject table there should be  Subject Code, Subject name, prerequisite code, Semester (1,2 or 3).

That should give enough data to now examine the development of the Foreign keys.

If the Identity from Name is chosen, remember that up to 4 subjects can be associated.

If the Subject Code is selected from the Subject table as the foreign key, then each Name row will need to also reflect the subject – again up to 4 rows.

So which is the more economical.

In this exercise, the tables cannot be amalgamated, nor can additional tables be introduced.

You should concentrate on the extra number of rows in each of the tables under the 2 schemes.

Hint: The result is marginal, but you should gain an understanding of this important aspect of Foreign Key placement.

Additional Thoughts:

1. Is the Foreign Key a mandatory association ? If so, are there any possible 

     cases where there would be a referential integrity failure ?

2. What would be the argument for the Course Code, Course Table relationships ? Would there be any possibility of any unnecessary redundancy ? (Remember, the Course code is in the Name table in this exercise).

3. Is there another solution – such a creating another table – to this problem ? And if there is, what are the advantages and the overheads ?
