CSE3180 Principles of DatabasePRIVATE 

Semester 1, 2003

An Extended Exercise with NULLS  -  Week 8
NULL data types and their use are very interesting, so I thought a little exercise might introduce you to some of the 'inner workings' of this feature.

Just as an aside, an acceptable Create Table statement in SQL Server would look like this:


Create table Newstarts(Studentid int not null primary key,

     



     StudentName varchar(30) not null Constraint studname






Default ‘to be supplied’,





      Campus varchar2(15);

However, this would not parse in Oracle.

Back to Oracle: 


You will need to create a table (I’ve suggested Maths) and populate it:

Drop table maths;

Create table maths(Name varchar2(12), Above number(4,2), Below number(4,2),




Empty number(4,2));

Insert into maths values(‘Whole Number’, 11,-22,null);

Insert into maths values(‘Low Decimal’, 33.33,-44.5,null);

Insert into maths values(‘Mid Decimal’,56.3,-45.67,null);

Insert into maths values(‘High Decimal’,66.35,-77.56,null);

If you run these queries, you will a good idea of what influence nulls have on results:

1. select name, above, below, empty,


above + below plus,


above – below subtract,


above * below times,


above / below divided


from maths;

Inspect the results. Do you agree ? (you might need to drop into Excel for the            calculations).

Now you are going to use the same calculation except that instead of ‘below’, ‘empty’ will be used:

2. 
select name, above, below, empty,


above + empty plus,


above – empty subtract,


above * empty times,


above / empty divided


from maths;

What are the results now ? Are they consistent with the contents of the attributes ?

Perhaps the question should be

 ‘Are there any calculated values – and if not, why not ?

The next tricky stage is the use of the NVL (null value substitution) operator. Its use in normally restricted to the situation where a ‘best guess’ can be used to use a substitute value for a null condition. (not recommended for political elections, nor referenda).

To illustrate this, the example from last week will be revived :

Create table test(item1 varchar2(10) null,

Item2 number(4,0) not null,

Item3 number(4,2) not null);

The table can be populated thusly:

Insert into test (item2, item3) values (-100,50);

Insert into test (item3, item2) values (-65,25);

Insert into test values(‘manorborn’, 45,67);

Insert into test values( ‘an error?’, 225);

Insert into test(item3, item2,item1) values (34.5,45,54);

After you have corrected line 4, use these queries:

1. Select * from test;

2. Select item1, item2 from test

3. Select nvl(item1, ‘xxxxx’),item3, item2 from test;

That should appear on the screen - see if you can detect the substituted value – in which row did it occur – more importantly are you convinced that the feature worked correctly ?

You will probably have some time left, so try this

4. Select item1, item2, item3, rowid, rownum from test ;

5. Select item1, item2, rowid, rownum from test; 

6. Select nvl(item1, ‘xxxxx’),item3, item2, rowid, rownum from test ;

Notice that there is no option such as select *, rowid,rownum from test;  (why not ?)

And, while we are on the subject of nulls, you should have a look at this:

     01. A table can have a max. 300 columns and a max. width  of 2000 bytes.

     02. Vchar, varchar2 and text attributes actually take two bytes more than the size    specified (some sort of  count) - you will notice a [ ] value for attributes in the           assignment.

Also a 'nullable' column requires 1 extra byte. Any idea why ?

03. There is no time expiry set on tables. If you want  to have this feature, you must use the save feature  such as

           create table test etc as above

           save test until May 30 2003;

           (or if you like, save test until June 30th, 2003;)

04. A table is created with empty contents, not  substituted zeroes and white space.

          There is a feature which allows you to insert data  from another table using the               as link with a  subselect

           Sample Code

            create table <table name, e.g. hopeful>

             as select <attribute1, attribute2,...>

             from <another table e.g. atherton>

             where <conditions for attribute sets> are specified.

Be careful. The resulting structure will be that defined by the most recent  set_result structure    command within the session.

            e.g. set result_structure btree 

                   create table atherton  etc...

           would set the structure of hopeful to btree as atherton has had a structure set               on it

           If there is NO set result_structure, the default  is HEAP

      05. And, just to introduce a preliminary word on   locking, we could use:

           set lockmode on  hopeful

            where level = table, readlock = exclusive,

            maxlocks = session, timeout = 0;

(you would need to have superuser access to do  this, but it is an interesting example,    especially  as the timeout is set to 0,(no timeout)).
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