CSE3180 Semester 1, 2003         Week 7

A few thoughts on Communications and Database  Accesses.

This is slightly modified version of a paper from Bonnie Baker who is a consultant and educator in the United States of America.

It is related to synchronous and a synchronous Input/Output as well as accesses to a database, and I thought it might help to clear up some of the confusion regarding these topics.

A home handyperson decided to pave a courtyard with bricks. After the usual preparation, the bricks were ordered and delivered –  not to the ‘to be paved’ area, but out in the street. This regularly happens in Melbourne – and I speak with some experience.

On the first available Saturday morning, the help of one of the slightly younger family members (my son) was obtained, and in due course of time, ONE brick appeared on the paving site, which was duly placed and tapped into the underlying sand. 

There was however a slight problem – there were no more bricks brought in from the street.  However, with some slight encouragement, my son wandered out into the street and brought in another (1) brick, which I then laid.

· This is typical of synchronous Input/Output  (which I will refer to from now on as I/O).

In translating this to database I/O and with a fast processor, this equates to about 20 milliseconds (or ms) – or if you like about .020 seconds of wait time.

This mode of brick laying was far too slow, so I organised a wheelbarrow, and instead of 1 brick at a time being delivered, a load of bricks arrived at the worksite. In this case the wait time was longer, but 32 bricks arrived at the same time, which gave me plenty of laying to do, while at the same time another barrowload of bricks was delivered as I was laying the previous batch of 32.

· This is typical of asynchronous I/O, which means that the fetching and laying were out of synch.

In processor terms, the ‘brick’ time would be about .064 seconds.

My son observed that his brick deliveries were not being laid at the same rate as he was delivering, so he went into ‘wait state’ – and went into the house and drank a can of Coca Cola – he was actually multitasking. He was also aware that if he brought too many bricks, the laying area would become cluttered, and if he didn’t bring enough, I would run out of bricks again.

What he didn’t know was that laying bricks is a tiring job, and as I’m not driven by a CPU or some other form of engine, I would  eventually ‘call it a day’ either using all the bricks available to me, or leaving some untouched.

However, we compromised, and the trigger for him to get more bricks was when he observed that there were 4 to 5 bricks on my laying patch – or not to get any more when I told him that I was stopping the paving work for the time being.

In relating this to database activities, the wheelbarrow loads of bricks are like the ‘pages’ of data which are brought from disk storage to memory,

There is however another twist to this.  What if I had been laying a pattern of either different coloured bricks  or different sized bricks or both ?

Then there would have been the necessity to gauge how many of each type or colour to load into the wheelbarrow and deliver to me. This raises the concept of a database query optimiser ‘knowing’ where and how many  pages and/or rows to deliver for processing , and to keep the supply of data going until some event stopped the need for further data – either no more relevant data was available, or the data supplied was sufficient for the successful completion, or part completion, of the task.

