CSE3180 Database Technology 

Summer Semester 2005

Tutorial  3             An Exercise in Referential Integrity
You have noticed that Relational Databases rely heavily on the persistence of the foreign key / primary key relationship. This is known as Referential Integrity.

In this exercise, which consists of a number of parts, you will evolve a 2 table database, complete with necessary Referential Integrity, then you will populate it (with some difficulty) and then you will run a query.

If the privileges are set, you will also explore some of the ‘constraint’ data held in the data dictionary about the two tables.

Note: You will probably build the tables 2 or 3 times, as you ‘remember’ some feature which you overlooked.

The 2 tables are called Reftest and ReftestA.  If you wish to use different names, do so, but remember which is the Referenced Table (which will contain a Primary Key accessed by the Foreign Key) and which is the Referencing table (contains the Foreign Key).


Special Note : Oracle (and other DBMSs) do not ‘remember’ the statements used after the session is terminated. It is an extremely good idea to copy your statements via the Edit – Copy function to either Notepad or a Word document so that you will have a reference point for the later parts of the exercise.

Part 1: (these statements can be keyed on the same screen, and executed serially).

Create table reftest (name varchar2(10) not null,


                       Born  date  not null,


                       Index_no number (5,3) not null);

Create table reftestA(name varchar2(10) not null,




  Identity  number(3,1) not null,

                                  Index_no  number 5,3);

The first mistake  has (probably) been made – the Primary Key has not been nominated.

Recovery method :  Use the History icon to recover the statement which created the table ‘Reftest’. (this is active only for the current session).

When it is loaded  create a blank line preceding the script and insert the command             drop table reftest;  

and delete the statement which created the second table (reftesta).

Part 2:

Amend the table refset properties to read

                index_no number (5,3) not null primary key (is the not null necessary ?)
When you have done that, execute the statement which should

(a) delete the original ‘refset’ table

(b) set the primary key marker to ‘index_no’   - more about this later.

At this stage you should use the commands


Select table_name from user_tables;

And     Describe refset;


Describe refseta;  (you can include these on the same screen, and execute them serially)

Part 3:

The Primary Key has been nominated as ‘Index_no’ but we have forgotten to indicate in the reftesta table, that the Index_no there should reference the Index_no in the Primary key table – so no referential integrity functions exist yet.

Clear the screen and then you will need to do something like this :


Drop table reftesta;

           Create table reftesta(name varchar2(10) not null,

           


  Identity number(3,1) not null,

Index_no number(5,3) not null references      refset(index_no));

 Part 4:

Now that we have cleared that up, you will try to use the constraints columns in USER_CONS_COLUMNS to verify that the Primary key, and the Referencing Key (which we call the Foreign key) do, in fact, exist.

If this doesn’t give a result, don’t worry – the privileges may not be set.

Try this and use the upper case where shown :

Select (owner code, which is you user code), Constraint_Name 

from USER_CONSTRAINTS

where table_name = ‘REFTEST’

And constraint_type =  ‘P’;       (if this works, it means that the table Primary key setting has been recognised by the index_no in the refseta table).

Substitute ‘REFTESTA’ and constraint type ‘R’ in the previous statement and see if you get a recognisable result

Hopefully you have been keeping an ‘external’ copy of your statements (and interesting results) so that you at least will know what the property settings and the statements contents have been.

If you get a result it will be a constraint name and will look like this :- SYS_C0006345

The next move is to ‘decode’ the constraint name. The statement you will need to use is :


Select  constraint_name, Table_name, column_name, position

From USER_CONS_COLUMNS

Where owner =’ YOUR USER NAME IN UPPER CASE’

And constraint_name = ‘SYS_ (the number on the previous script);

This (if it works) will produce a rather  scrambled output, and this can be altered by entering these statements to precede the previous statement:


Column constraint_name format a16


Column table_name format a12

Column column_name format a12   (there is no need to format the                                  

                                                Position - it’s numeric)

Try using this statement to retrieve the data relating to the other table – and see if you agree with the results.  (although this seems awkward, it is part of the verification process of the nomination of Primary and Foreign keys).

Part 5:

The tables are empty, and you are now going to apply 1 row to each table – and you need to be very careful because the Referential Integrity constraint will have been set, and will be active during the data insertion – which is another way of saying ‘which data set is entered first ?’ – or which of the two tables is updated first ?.

1. Try entering a row of data into the reftest table  (insert into reftest values(…….).  Reftest is the Primary Key table, so you probably won’t have any problems

2. Try entering compatible data into reftesta – and be very careful of the Foreign Key value – it must match the Primary Key value

This is probably a bit slow, and can be very dangerous – what if the Foreign key value does not match the Primary Key ?

3. What you have done so far is to control the data entry procedure. Perhaps you could now use a database transaction, which is a unit of work and where no table change is made unless the ‘total transaction’ is successful

Try this

Insert into reftest  (your values……);
Insert into reftesta (your values …..);
Commit;

This transaction commences at the first line, and terminates at the Commit command.  If you have been successful, the data is entered – if not there is no partial entry into the Primary Key table, and the transaction is rejected.

Populate with about 5 rows of data into each table, and then run a query such as 


Select  reftesta.name, identity 

from reftest, refesta

where reftest.index_no = reftesta.index.no

Examine the results – do you notice anything strange about the ‘names’? 

Perhaps we should have been more selective in the choice of the Primary Key ? – and what would that have inferred ?

And here is a late thought or two

· Does the reftesta table have a primary key ?

· Has it been included in the table schema ?

· What attribute in another table references it ?

· How are you going to fix this ?

· If you are intending to drop tables, or delete contents, how are you going to recover the data ?

·  What if there were many thousands of rows ?

· Could there be any check constraints applied to either or both tables ? 

· How could you do this ?
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