Some Ideas on Normalisation

Normalisation is another of the stages of Database design. It gives many people problems, and there is the horrible thought that if the Normalisation is not correct the database won’t function.

Simply put, normalisation is the process of putting things right, or making them normal. History tells us that the word actually came from the Latin norma (which tends to indicate that Latin still has its uses, as computers as we know them were certainly not around in the days of the Romans – however, I digress).

A norma was a carpenter’s square used for drawing or scribing or confirming the presence of a ‘right’ angle.  A line at right angles to another line is said to be ‘normal’ to it.

In relational database, which is mathematically based, the word has a slightly different meaning in that it is a process aimed at ensuring that elements of data which are separated into affinity groups and the definition of the normal or ‘right’ relationships between these  groups (such as names, proves, items, skills …)

The use of normalisation spreads well beyond the design of a computer based database. Normalisation results in deep insights into the information used in Business, and how the various elements of that information are related to each other.

One of the early steps in database design is the analysis process. This is the building of a logical model, which is a normalised diagram of the data used by the business.  Understanding why and how data is broken apart and segregated, is very important in understanding the model. The model in its turn is essential to building an application which will support the business. If it is done well and accurately, then it would be expected that it would persist and require minimal support.

In computerland, normalisation is viewed in terms of Form – First, Second and Third.  There are other higher forms, but Third Normal Form is the most common. It is also the most highly normalised state.

So how is this analysis process carried out ?

There are a series of progressive steps. The first step is to organise the data (or the data model) into the lowest Normal form – the First.

First Normal Form: This is the process of ‘moving the data’ (or more correctly the abstract model of data, such as names) into separate tables (we are talking here about Relational Database) where the actual data selected for each table is of a similar type.  Each table is then given a Primary Key, which is a unique label or identifier. (do you remember the rules for a Primary Key ?)

By doing this, and yes it can be tedious, difficult and confusing, but the process eliminates repeating groups of data. 

As an exercise, you should write down your name, I.D. and then your skills – you will have more than one.  If you write these in a string, and you examine other people’s lists,  you will find that some people will have two, or three or four or more skills. This is not a good layout for computer based storage and retrieval.

If you look at this, you will form the impression that there are in fact two collections of data. One is a list of people, and the other is a list of people and their skills.

If there is a table of people, then is there significant data,– such as date of birth, address, phone contact, gender, perhaps their ‘job position’ name, which could specific to each person

So perhaps there are in fact in this exercise 2 tables, - one for each person’s ‘personal’ details, and another table with their name and skills.

What is the Primary Key each row entry of this table – is there one ? Should we consider applying a calculated number, or code, for each person ? Names (unless they are unique) are not good candidates for Primary Keys.

In the ‘Person – Skill’ table, if you associate one skill per person, you will have 

(a) lots of single skill entries  (name, I.D. skill ……)

(b) but more importantly you will provide a clear and accurate path to each instance of either name, or I.D, or skill.

What is the Primary Key ?   Name ? It could be if the names were unique, but the Telephone Directory shows us that this is not (or may not) be a good idea. 

What about the I.D ?  - that is a much better choice, as the I.Ds are unique, and everybody must have one.

Perhaps you could extend this to be the combination of Person ID and the skill name.

You have adequately developed a mechanism such that a query on the data in the table could be processed clearly and accurately.

Second Normal Form: You thought that was it didn’t you ? In this form, a rationalisation of data is made, and I’m suggesting that we can now extend the term skill to ‘ skill and description’. The term skill on its own may not be adequate, especially if we have no idea what it means.

So now we have three tables -  1 tells us the name, I.D. and other personal details, the second tells us details of each person’s name and skill (probably a better term is skill type) and the third table allows us to associate a skill type with a ‘skill’ to make it understood. 

We seem to have created  extra tables, and the first reaction is that this is an overkill – but if you look carefully, we have managed to instill some management into the available data, and we have actually improved the quality of data.

There is another aspect here – we have assumed that all of the skills were spread among the available ‘population’. This is not so as there could be ‘skill types’ and ‘skill names’ in the Skills entries even though no one actually may have acquired that skill.

Third Normal Form:

At this level we are able to eliminate anything in the table or tables which does not depend entirely on the Primary Key.  The terms ‘dependent’ or ‘depend on’ or ‘determine’ are used in this process. For instance in the Name table, it could be said that a person’s name depends on the numeric code allotted (such as your student name ‘depends’ on the Identity Code allotted).

You don’t need to have masses of data to do this – it can be done easily by using the ‘names’ of the attributes (or columns) and ask yourself

 ‘does this attribute value (or column value) depend on the Primary Key. ?’

If it does not, then (unless it is a foreign key which we haven’t mentioned yet), it probably should not be included in the current table.

When a table is in Third Normal From, it is automatically in Second Normal Form and  First Normal Form.

That probably sounded as if it were along drawn out process.  Normal practice is to develop the tables such that the attributes, other than the Primary Key, are dependent only on the whole Primary Key (which is another way of saying that a Primary Key may consist of more that one attribute – as we had above).

Some Extended Thoughts about Normalisation.

From the above comments, you will probably agree that

1. Normalisation completely rationalises data

2. Normalisation maps accurately how humans work with data

3. Normalised data is the best representation of data

4. Data which is stored once only is probably access faster that data which is stored more than once (or many times) 

5. Normalised tables are the best way to store data

6. Referential Integrity (the relationship between Foreign and primary keys) requires fully normalised tables (I’ve place this last for obvious reasons).

Normalisation is a method to analyse elements of data and their relationships. The relational model is the theoretical structure (or superstructure) which supports the process.

Normalisation and the RDB provide a means of viewing data.

However, they are not the only correct or useful ways of viewing data. In complex relationships, it has been found that Third Normal Form is not adequate, and higher forms have been developed.  The mathematician Gödel stated that ‘any model must remain incomplete’.

Dr. E. Codd, of whom you may have heard, laid down his 12 Rules of a Relational Base, and in many cases vendors of RDBMS products, and the H3X2 standards committee, ISO and ANSI comply. However, with newer vendor techniques, optimisers and intelligent Operating systems, it is open to the developers of a database to use advanced tools which enhance processing or in some cases reverse older techniques – for instance you will probably see some new database without the ‘concurrency’ control which we meet with Oracle 8i and Access. 

A database is a collection of skills and advanced techniques of techniques such as normalisation, referential integrity, procedural language access, non-set-oriented processing. 

Flexibility must be available in the real world where there is real data, real and changing users, and real performance requirements.  There is also a growing need for ‘ease of use’. 

