CSE3180 – Principles of Database Systems

As you found when you were introduced to some concepts of Data Warehouse (the extension of database), there are high costs and terms of skills, software and (probably) equipment associated with the construction of a Data Warehouse.

Even though Data Warehouses are not a ‘production’ tool, the information which they contain can be processed many times – for instance, we mentioned Data Mining, and its use over different sets of criteria. 

We have all, no doubt, had to change our minds, or to realize that ‘something different’ could have been essential. This often happens just after an assignment has been handed in, or an examination paper has been completed. 

The same happens with Data Warehouses. If or where a successful architecture has been in use for many years, the thought must arise ‘ it may be a bit out of date – should it be altered or updated’ ?  Newer techniques may (almost certainly have) appeared, so should these techniques be somehow included to the Data Warehouse processes – at the Extract, Transform and/or Load stages, or even the ‘process and produce result’ stage.

Business requirements may well have altered – there could be a new senior executive officer, or there could have been a change in trading conditions. It could also be that a planned replacement or upgrade of processing hardware, communications and data storage could be the trigger for the Data Warehouse enhancement.  

This article is directed not at starting again, but at the definite possibility and practicality of enhancing it and giving it a new lease of life- and bringing it into line with current expectations of the capabilities of a Data Warehouse. 

Business analysis requirements and skills have changed over the past 2 to 3 years. If you haven’t had much contact with the ‘Information Technology’  environment yet, you will find when you do that ‘things change even when you are looking’. New techniques, new and hopefully easier to use and more powerful software, are the norm (normal).

So what do ‘older generation’ Business analyses provide ? Well for starters, the need and use for historical, clean, amalgamated or consolidated and time based data.

What do ‘new generation’ Business users require (or if you are cautious – ‘what is said that they require, or demand ?). 

Users are seen to be requiring real-time, nonstructured as well as structured, and remote data as appropriate.  Another ‘ask’ is an extension of integration with what is currently available via the current level of Data Warehouse. (Just as an aside here, if you have not read the article on user perceptions of  ‘success’ installations, you should.)

A question which must be phrased is this ‘ Is the technology, from the supplier, able to meet the extended needs ? ‘.  Without answering this, I would just point out that Database and Data warehousing software from IBM and Oracle and other software such as MySql and SQLServer seem to be continually being enhanced, generally with new features.  It would seem that the vendors are either trying to develop something outstanding and light years ahead of the competition, or are very keen to ensure that their portion of the available market does not become less. 

Current new software includes products which allow access on a distributed basis, use remote data sources, and with different DBMSs and Operating Systems. These are known as ‘federated’ systems and queries.

Many current data warehouses have four, sometimes more, layers of data. As the layer of levels is established, the concentration or transformation of each layer is established.

The early data warehouses received their data by extracting it from operational systems. These ‘extracts’ were made to protect the base data (or the prime data) from possible interference of user queries. The extraction process  also provided the opportunity of data combination or aggregation, and was also a platform for data cleansing.  However, the construction of a data warehouse also created other user problems, which were the large amounts of data available for processing, and the associated time required to process this data. Consequently, smaller ‘user focussed’ data marts were created – these were generally on a smaller dimension base, or reflected some major aspect of the business. 

Analyses, and the growing awareness of the value of data warehouses and data marts, led to the inevitable – the demand for data to flow more quickly through the data warehouse, and then the recognition of the need for data flow to become bi-directional, or multi directional so that emerging Customer Resource Management, Call Centres, and of course the various forms of e-business.

One solution to has been to develop an  ‘operational data store’ as a separate layer.

Data Warehouse architecture addresses

· copying data

· transforming data

· and storing it a number of times

This is necessary to adequately support user requirements, performance, availability, security and consistency.

These aspects are embedded in the analyis and modeling of the data  

environment and in the use of ETL tools – the extract, transform and load tools. 

However, newer and ongoing demands have led to the inclusion of more data, 

data from more sources, quicker delivery of results, and the result is that the 

difference between operational and Information systems has become less 

obvious as Businesses improve efficiency and permit customer access to their systems – the ‘Integrated Effect’.

There is a however a penalty and that penalty is the cost of storing copies of data and of ensuring consistency between the numbers of copies. This is further complicated by the imbalance of the increase of the volume of near-time stored data in the data warehouse and the volume of such data which is actually used. 

The ETL systems  are required to run more frequently and this raise processing costs, which in turn leader to more demand for greater efficiency  and/or faster 

processors, software and storage devices. 

The big question is – is there an alternative ? (or has Data warehousing reached its terminal development ?). 

Fundamentally, data warehousing moves data to the various ‘solution’ – the 

query or queries.  Is it possible to reverse this or to move the query to the data ?

Distributed query offers the possibility of direct, on-line access to the original data located at a number of sources.  There is also the bonus of the avoidance of having multiple copies of data. But, and it is a BIG but, performance is not as guaranteed, there is no simple way of preprocessing any data.  There is also the possibility of an infinite or non-ending  query  being presented into the operating environment.

The ‘sending of the query to the data source(s) ‘ raises the concept of a virtual data warehouse. However, before you rush in and say ‘that’s the answer’, 

consider the disadvantages mentioned in the preceding paragraph. 

 If this approach were to be feasible, there would need to be some new or enhanced software available.  Don’t take this as a total no-go zone, as the 

distributed query approach can be handled by new software. IBM has this type of 

functionality in its DB2 Information Integrator.

One of Codd’s rules for a distributed relational database is that the user must be able to access data relevant to a query as if it were in a single source location.  The IBM Information Integrator seems to meet this criteria in that it hides all of the complexities associated with multiple data locations, semantics or meanings, formats and access methods. (Dr. Codd set the rules – he didn’t develop the 

software).

The user, or query source (which could be an application acting for and as a user), addresses the data through a standard interface (SQL, XML, API or Web services). Physical implementation is not a problem to the user. We are in the era of intelligent software.

There are two possible solution methods

1. Providing distributed access to data via data federation

2. Moving the required data to a location which is more efficient or consistent for the application – this is generally known as data consolidation.

Distributed Access (1) corresponds to enterprise information consolidation. 

Data Consolidation (2)  focusses on data replication and ETL.

Is this any different from the two approaches to data warehousing already mentioned ? -taking the queries to the data, and taking the data to the query ?

The underlying principle of the layered data warehouse architecture is that all the data for a particular query should be brought together in a single data mart or warehouse environment using ETL tools.

The conflicts with quick response time, the need to minimize data storage of data 

which is not applicable and the need to allow access to remote and varied data 

sources. 

Is there a solution or a compromise ? Possibly. Federation functionality makes it 

possible to avoid bringing together all the data by maintaining a logical view of a 

single data warehouse or mart. Federation, at this stage at least, doesn’t 

necessarily mean that it will replace the traditional warehouse. It has the 

capability of being able to offer enhancement to data warehouses where there are specific business needs in certain clearly understood and limited 

circumstances.

The integration approach links together data consolidation and federation.

Availability of Current Data

What is meant by this ‘current data’ ? In a Banking System, current data is the current balance. 

Other ‘current data’ could be details of transactions over a given time period. These would probably include summarized or calculated  information, and 

provide insight into behavioural trends, comparisons with a pervious time period, 

probably marketing information, and at a senior level show statistics of branches, 

regions, States and do on. There could be analyses by age, professional 

groupings. The ‘most recent information’ would most likely be as at the end of trading, yesterday. Coles retail outlets with their ‘new’ system, can provide sales as at the previous hour.

It is most likely that marketing and trend data would be updated fortnightly or 

monthly, and this would lead to an ‘out of date’ state of the relevant information. 

But you should ask ‘is this likely to give a skewed result’ for management activity. 

You may have at some time asked your friendly Bank for details about today’s 

transactions. Was the request able to be met ?

If (in this case) the Bank was using a normal (traditional ?) data warehouse 

system, then details required  of today’s system would require the running of the 

ETL processes  is literally ‘real time’. This would of course require the data 

warehouse to store much additional data in the data warehouse – and is it highly 

probable that only a very small amount of this data would be used.

A federated system shows some promise of providing a ‘solution’ and at the 

same time a ‘better customer response’ for the few customers who may require 

such information.

One ‘solution’ is to build the functionality into the Business Intelligence tool of perhaps the application server layer.

A variation to this would be to extend the capability or functionality of the query optimizer of the relational data base to be able to handle federated queries. It 

would provide the federated query function with direct access to the ‘as of now’ 

data on customer data in the database, and also to other relational or non-

relational databases.

Briefly, when a query which is a ‘today’ transaction was encountered, there would 

be a simple SQL query which would initiate the join of aggregated or 

consolidated customer data in the data warehouse with today’s relevant 

transactions across the Bank’s system, the ATM environment, and Internet 

banking channels. The concept is that a number of operational systems would be 

queried relevant to the level and value of data which they contain, and the results 

sets would be joined in a composite result to the point of enquiry.

It would be much cheaper, and faster, than updating the ETL system to be able to operate in ‘real time’. (or close to it).

The possibility of providing details of a customer who for instance initiated the 

activity just covered is also more feasible. Trend or opportunity data in the data warehouse would be joined with real time indications (balance, recent major 

movements/transactions) from the operational systems.  Again the major benefits are ‘better’ customer information, and of course, elimination of the need to store large amounts of data in the data warehouse (the majority of which may never be used).

However, don’t assume that this is as simple as it sounds. There are some 

aspects to consider :

· the query sent to the operational system or systems must be simple and within the capability and design of the system or systems to  respond to

· the ‘returned’ data should be low in volume

· the joins involved should also be simple – not complex.

· Data joining of data across must have a high level of consistency – if not, then the result will be unhelpful or unintelligible, which would not satisfy the prime user.

The main objective must be to avoid any processes which will reduce the 

capability of any or all of the operational systems contacted.  

This paper is a ‘directional’ paper to give you some insight into some aspects of extended processing opportunities using new of advanced tools. And it is mostly associated with data in a structures form. 

There will be another paper which deals with federated queries and the 

requirements to access unstructured content. 

