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Database Technology

Improved Data Quality  or Timestamps and Nulls

The following is an example of ‘mixed interpretations’ – it is a case of 

‘what was required’, 

‘what this was interpreted to’ and

‘what actually was provided’ 

and I suppose you could add ‘did the customer/user notice ?’.

Consider the development of a table which is to be designed to hold events, and to be able to analyse these events in order of occurrence, and to be able to calculate the mean time between events and also the interval time between events. This could be applicable to a communications environment.

A reasonable vehicle for recording the ‘time of an event’ is the timestamp – and the first attempt is invariable to include one – after all each event only occurs at one time interval, doesn’t it ?

The create table statement would (probably) look something like this


Create table Events( event varchar2(15) not null, 

                                             start_date date not null default current_timestamp, 

 



  meassurement integer not null,     );

We expect that the duration of an event can be made by looking up the next start date (and remember there is no forced order in a relational table rows). This is very economical (as we are exhorted to be).  We save disk and memory space and we also eliminate a nullable ‘end_date’ which would be the trigger for the end-time of the event.

A null in the end_date column would (probably) be used in a coalesce expression

Coalesce (end_date, current_timestamp)  which would result in accurate current information.

The Coalesce expression works like this :


Coalesce(value1, value2, …..valuen)

If value1 is not null, then the value of the Coalesce expression is value1

If value1 is null, then value2 is checked

This goes on until either a non-null value (valuei) is found (which is the result value of the Coalesce) – or every value, including valuen is found to be null. In this case the value of the Coalesce is null.

There is a condition – the data types of all the value1 …… valuen, must be comparable (no oranges and lemons).

The datatype of the Coalesce is the data type determined by the same union type rules applicable to the NullIf expression –and that’s another story. 

There could be the possibility that some events were omitted however. This could occur in a job history (you are aware of the reply – sorry but that daat is not available ?).

The objective therefore is to be able to detect that data is missing even though the missing data may not be able to be provided.

It is almost axiomatic that new SQL programmers will make all, or many, attributes, nullable. And this is irrespective of the implication of the data content.  The logic goes something like this – Data might be missing and nulls are supposed to be used for that. It is also less keying.

However, there is a possibility that the null has two or more meanings. A you’ve probably heard me say, an unconscious arrival at a Casualty Centre., or a triage condition listed as ‘undiagnosed’ indicates only that some condition exists or may exist  but the condition is not known. A ‘diagnosed’ condition leaves no room for uncertainty or speculation.  A null account balance is quite different from a 0 account balance.  

Perhaps the null is being used instead of a more natural default value. A common example of this is to allow a null in a numeric attribute where there should have been a zero.  And if a null is allowed, what is the value or accuracy of the results of the aggregate functions ?

Another warning or ‘be on the lookout’

Bad or poor quality data is often the result of there being no check constraints – and yes, is it time consuming to determine what these constraints should be, and of maintaining them, but remember that 

(a) the data will most likely be used by many users 

(b) these users will expect that the data is ‘protected’

(c) the life of the data will far exceed the time taken to program the constraints in

Good design and construction ensures that all of the constraints are at the database level, not in the application software. Sometimes developers are quite familiar with procedural code, but may have no idea about logical conatraints. The database is treated as a file – with not much built in ‘energy’.

Another compelling point is that the introduction, update or cancellation of a constraint at the DBMS will always be as per the DBMS language. This will not necessarily be so with procedural code software where individualism is frequently the prerogative of the programmer.

Testing ? You have heard of that ? Have you ever carried out database testing ? 

One of the least attractive cost minimisations in IT is to rationalise testing to the bare minimum – to save time and costs. 

Finally the Message :

Bad design leads to poor performing or error-performimg queries – which is not appreciated by the database users.

