How will Data Management Be Handled in the Next  5 to 10 Years ?

Or : Some thoughts on the possible directions which management of data might take over the next few years. 

IBM, Microsoft and Oracle are the ‘big players’ in the current levels and applications of Data Management.  As this may be your last formal contact with this level, I thought that some thoughts about what these Companies, and some others,  appear to be preparing to do in the ‘immediate to medium term’ period might be of interest.

One thing is clear despite who is or who may be doing what, is that databases will continue to be the primary tool for managing data. Is this because the current investment in database technology is so high that a withdrawal or another approach would not be ‘globally viable’ ? – or could cause a world recession ?

The major database software providers and developers are in strong, and fierce, competition. Advantages seem to lie in development of broad-spectrum software offerings – such as smooth, interpretive or intelligent developer tools, and in expanded market applications – for example, Enterprise Application Integration tools.

DBMS products which each vendor offers extol such facilities as parallel processing, extensible servers, online analytical processing (OLAP for short), very strong links with messaging software (what a classic method to gain access to ‘input’ or ‘competitive’ data) and each also supports XML and Web services.

There are also envelope programming data base server plug-ins (such as  Cartridge and Blade), the ability to query multidimension data sets, persistent message queues, controlling and applying the energy of Web services and also the ability to process audio, video, and what could be called ‘rich’ data types – including BLOBS and CLOBS.

Each of the ‘3 major companies’ has indicated their research and development includes developing technology to extend the SQL DBMS (your favourite) to accommodate Business Intelligence (which is comprised of much non structured text content) XML, Web services and grid computing content.

This is where preferences or planning take slightly different directions :

(1) Some developers want to query databases, process XML documents and create Web services using Microsoft’s .Net environment, the Windows platform, Active Server Pages, Visual Basic and C#.

(2) Others will use XML and SQL with Java 2 Enterprise Edition (or J2EE), Java Server Pages, and in developer environments such as Oracle JDeveloper.

(3) Another group, and it will be worthwhile watching this direction, is to use technologies such as Linux, and Apache’s Struts Web Application Framework.

The World Wide Web Consortium (WC3 for short) at present have IBM, Oracle and Microsoft cooperating on WC3 specifications.  However, they ‘go their own’ ways in Development and Deployment. 

IBM and Oracle are interested in Java, Linux and Unix. 

Microsoft developed . .Net framework partly as an alternative to Java and Linux computing.

SQL, XML and SOAP (simple object access protocol) are ‘vendor neutral’ technologies. However the software infrastructure, client API’s, and developer tools have discernible .Net and Java. 

IBM, Oracle and Microsoft show much interest in XQuery. IBM and Oracle show interest in grid computing (which is probably why Oracle’s soon to be released database application software is named G10). 

IBM’s DB2 database software (UDB) is positioned at a number of platforms – with tools for Java, Linux, .Net and the Windows environment.  Their Web Sphere Application Server is J2EE compliant. It supports WebSphere messaging, it is able to host Web services, and supports Enterprise JavaBeans containment.  Linux is also a commitment.

What about Oracle ?  Oracle has for some time now offered its DBMS on a number of platforms. There is software for developers in Java, Linux and .Net environments.  The Company is also into distributed SQL queries, Web services, XQuery and grid computing.

Microsoft have a JDBC driver for SQL Server client development (watch this over the next few years) and its developer tools are in the Windows and .Net levels.   SQLServer  receives attention so that it can accommodate transaction and Business Intelligence applications. Data Mining is also a platform.

XML and its presence 

IBM’s DB2 UDB, Oracle’s 9i (and most likely 10G) and SQL Server can all manage and query collections of XML documents.   There is a DTD (Document Type Descriptor) to define document structures, an Extensible Stylesheet Language Transformation and stylesheets for document transformations, and ‘search and locate’ features of documents with XPath and XQuery. 

As a bonus, an XML-enabled database uses a parser to validate documents generated by queries. (is this a bit like closure in SQL queries ?)

There is a bit of a hurdle though. SQL does not maintain order when it stores or retrieves attribute values in tables. However, XML is hierarchical at present, and as XML documents invariably contain elements and attributes (a bit like subjects, verbs, predicates and parts of speech – adverbs for instance). The order of attributes may not be important, but the order of the unstructured data definitely is.  Thus information of the structure must also be stored to enable the document to be rebuilt. 

Indexes feature with XML based data, and it is advantageous if an XML enabled database can use the DBMS indexes (including the ‘virtual’ indexes) when queries are made to documents which are (at this stage at least) internal and external to the database. 

Document Processing:

The APIs utilised for document processing and SQL access are ‘vendor neutral’, but XML support from the Big Three end to take their own paths.  Microsoft with their SQLServer  have ‘Transact-SQL’ which provides relational views of XML documents. 

IBM has the DB2 XML extender and Oracle has an XML developer kit and an XML database called XDB. 

And SQL developments ? There is a committee, the International Committee for Information Technology Standards’. This committee is responsible for the work of a group known as the SQLX  Group in bringing SQL and XML together

This Group is setting the guidelines for bringing SQL and XML together to form SQLX (which you may remember from Week 10’s overheads).

There is to be a release of the SQL standard incorporating SQL/XML in late 2003 or early 2004. One of the ‘new’ arrival is a XML datatype and a range of operators – XMLConcat, and XMLElement are hot favourites.

Is there anything happening in Messaging ?

In addition to Oracle, IBM and Microsoft, there is another member – Sun.   Oracle, IBM,  and Sun support (or at this stage they do) messaging for Java development with the Java Messaging Service. 

Web Services:  A map is helpful to give some light on XML and related technologies, as the basis for Web services is a set, or collection, of freely available specifications.  W3C’s Web Services Description Language is one of these.  SQL vendors vary on the method of integrating database with message queues but they are upgrading their various DBMS platforms to generate WSDL bindings, host Web services and to associate stored procedure data with Web services.  CICS, IMS tasks and legacy transactions will also be associated with Web services.

Other mentionables are : Fujitsu, Hitachi, IONA, NEC, Sonic who with others produced the Web Services Reliability specification,  which was one of the products of the Organisation for the Advancement of Structural Information Standards (OASIS). 

Transaction Processing:  SQL DBMS products require scalable transactions. A distributed two-phase commit of an Oracle or DB2 can be accommodated by Java developers writing an EJB.  Windows and .Net can use Microsoft Transaction Service. 

Alternatively, developers can build applications which use ‘normal’ transactional messaging. 

IBM is able to provide an alternative to the ‘two phase commit’.  Their Business Process beans work on a ‘compensating’ transaction model, with IBM WebSphere Enterprise Edition.  IBM also offers DB2.Net Data Provider for DB2.

A newcomer, Datadirect Technologies Connect for .Net supports distributed transactions across different databases which include Oracle, Sybase, Microsoft’s SQLServer, and IBM DB2.

Business Rules and Their Encapsulation

By now, you have probably become wary of any new material or directions. However, the inclusion of ‘Business Rules’ is part of the ability to build necessary constraints into a database, so read on for a little longer.

SOAP (page 2) messaging, EJBs, database plugins and SQL stored procedures and segments are methods and choices for the inclusion of Business Rules in a database. SOAP and EJB fire up middleware servers for rules recognition. Stored procedures and Java plugins allow the database to be the source of business logic.  

 Application server technology and database server technology support the SOAP protocol and web services. A CORBA, or COM object or a stored EJB or SQL stored procedure can literally be treated as a Web service.

The Integrated Business Environment.  XML is penetrating more in Business Intelligence and Data Mining. IBM, Oracle and Microsoft are competing for this wedge of the market. There is an interesting component here – PMML, the Predictive Model Markup Language. It’s actually a vocabulary which defines statistical models and shares them among PMML applications. 

IBM, Oracle, Microsoft, SAS and SPSS support PMML. 

Grid Computing. This is a fairly new development or method, but there has been established a global community of developers and researchers known as GGF – Global Grid Forum. Interestingly enough, scientists have adopted this technique to solve complex calculations involving large data sets. One example of this is in the field of gene and protein sequences (DNA ?).  Another is in smallpox research. Monash University is a partner in genome and human neural behaviour.

Grid services are defined by the Open Grid Service Architecture (OGSA) where HP, IBM, Oracle, and Sun have interests. OGSA is a set of specifications for merging or binding Web services and grid services.  

IBM use the DB2 database, Linux, and AIX  (it is estimated that there 15 million DB2 queries per day)

Oracle use Oracle 9i real time Application Clusters which support 35,000 simultaneous users and 30,000 SQL transactions per second.

Microsoft’s grid is a federated database using SQL Server and .Net technology. The grid (known as SkyQuery) includes three distributed astronomy data sources. 

Hopefully this has not deflected your interest from the main  objective of this paper and that is ‘What of the data Access Future’ ?

1. How about these ?

2. The next 10 years is expected to continue to have separate paths of choice of Operating System, Programming language, and DBMS.  A good question is ‘which APIs or objects will become the technology of choice for data access ?

3. DB2 and Oracle are commonly used Java, JDBC, SQLJ and tools such as OracleJDeveloper and Borland JBuilder. (remember Borland from the dBaseIV and V days ?).

4. C and C++ will be used to access Unix and Linux databases and APIs or ODBC will be the standard.

5. Database plugin development will be the focus of Java, JDBC, or SQLJ with DB2, Oracle and SQLServer

6. Connectivity for Linux and .Net  developers will be balanced with support for Java users.

7. A downturn exists as Microsoft has apparently halted any new functionality to ODBC, and reportedly has dropped Remote Data Object from Visual Basic. Perhaps Visual Basic will not survive ?  This withdrawal of support will affect developers as it halts connectivity to other types of data than OLE DB, JDBC and .Net

8. Grid database services, which includes distributed database access, will be assisted by the Open Grid System Architecture middleware specifications which set the foundation for integrating data from multiple sources in a grid stored in DB2 UDB, MySql, Oracle and (a new contender) Xindice.

 If you have read this far, I commend your perseverance.  You have (hopefully) realised that the database world has many other pockets of required knowledge than those which you met in this unit.

As a final comment, :

The 21st century data management requires the ability to exploit structured and unstructured data for Web services , Business Intelligence, grid computing, and other purposes.

The 3 main Companies will probably continue to be IBM, Oracle and Microsoft who will compete with products capable of supporting a variety data types, including XML documents and variations.

Each Company will attempt to offer the ‘complete’ or ‘most complete’ platforms for grid computing, component development, Web services and Enterprise Application Integration.

The big question is :- who will be the winners ?

