Effective Indexes – or Effective Indexing

The title is probably a bit confusing – it’s in the same category as ‘which came first – the chicken or the egg?’

So which really did come first ?   Effective Indexes or Effective Indexing ?

Consider this :

Indexes are important objects in relational database processing – possibly not at the level you experience in your exercises and assignments here, but certainly they are important in the Business environment.

The lack of indexing, or the use of ineffective indexes, would result in complex queries taking much longer processing times – they would run slower. And 

remember that a database is primarily designed for access to the data in 

contains and manages.

However, and this may seem odd, query performance depends less on how 

many indexes exist that on what type of indexes exist.  Much effort is aimed at 

how to create the ‘most effective’ index or indexes. This is both a developer and 

smart or intelligent software task.

The ‘higher level’ or newer DBMS software packages invariably include software which could be classed as  ‘Index’ predictors. They are associated with the 

Query Optimisers.

The Major Forms of Applications 

There are two types – online transaction processing  (OLTP)

– decision support, which includes on line analytic 

                          processing (OLAP)

Transaction Processing involves a large number of changes to the existing data content.  The operations are those you have possibly already used – Insert, Update, Delete, Alter (perhaps).

Because the volume of table contents are known, and the incidence of changes are also known (even though they my vary from day to day, or period to period – such as the beginning of a Semester as opposed to the later weeks of the Semester), the appropriate indexes are relatively easy to design. 

Generally the number of OLTP indexes should be minimal, as indexes can introduce performance deterioration because of the increase in the access paths to data.

In the Decision Support environment  and also in the Data Warehouse environment, queries are more complex. Invariably many tables are involved in joins, and specific value constraints or value range constraints are the order of the day. In many cases ‘full table scans’ are required to satisfy queries.   

The Design level is where much of the information regarding the application (or not) of Indexes is assessed. However, in production mode, loads (both data and users) can vary considerably and any variations must be assessed and  responded to.

In both decision Support and Data Warehousing queries are unpredictable. Some will consume little time and resources, other will consume much time and resources. Indexes will make ‘Select’ operations faster but will make ‘Updates’ slower.

On what attributes should Indexes be applied ?  A good clause to inspect is the WHERE clause, as it is here that the condition of content in the Result table are affected. However, putting an index on say a ‘Paid’, or ‘Not Paid.’ Predicate is counter productive as there are only 2 condition which can apply.  Attributes which contain a high number of variable values are a much better choice. (the name for this in ‘cardinality’).

Another area to inspect are the queries which use a Group By clause, and the benefit of creating a compound or complex index could be a winner – for instance Gender and some other attribute (type of employment, salary level, customer number or type  and preferred method of payment (Cash, Cheque, Visa,  - but preferably not ‘never’)

If there are queries which have AND, OR or NOT operators then this is another avenue for the creation and use of a simple or a complex index.

In building a complex index, the placement of the ‘dominant’ index key is very important. The order of execution in a key such as ‘a,b,c,d,e’ is from left to right, where, as in my example, ‘a’ is the attribute which occurs most frequently in the queries.

A cost based optimiser (minimum number of accesses and time) would probably, depending on the optimiser algorithm, in some cases scan a table instead of using the indexes.  The system catalogue, or dictionary, in all databases and data warehouses contain statistics about data, and one of the statistical tables is about the distribution of data values.  It should not be a surprise therefore if, in a query such as  

select * from (a table)

 where (an attribute set value) > (a given value, or even a range of values); 

and the (given value) has a high occurrence in the rows of the table, then the optimiser would probably not use any index at all. 

Consider this case :

Assume that there are two indexes on a table,  ‘firstname’ and ‘lastname’ and the query looks like  this :

Select * from tableA 

Where firstname = ‘ Anthony’ and lastname = ‘Sherwood’; 

The DBMS could use the index on lastname and scan to match the firstname with value ‘Anthony’ – which would avoid joining the two indexes. This would save a third read of an internal ‘page’. 

Another example:  select lastname, firstname, gender from employee

                               Where lastname like ‘S%’;   

A statement like this was used in the lecture notes. If an index of lastname, firstname and gender existed in a table where there were 150 or so attributes, then performance would be improved. This is sometimes called a ‘covering’ or ‘umbrella’ index. There is a catch though – this would only be useful in a read only environment and not where the processing required joins. 

A practical hint involving duplicate indexes:

It’s a good idea to check that an index on an attribute does not exist, prior to adding one (and conversely if an index is to be deleted, check what the effect will be).

Assume that an index already occurs on AttributeA, and it is decided to add an index  to AttributeA and AttributeB.  Adding the ‘new’ index will have the effect of creating another index on AttributeA. It will create a redundant index, which will have the effect of taking extra space (an index is another table) and of course there is the aspect of actually slowing any updates. 

In a worst case scenario this could occur:

Index1 is active on A1, A2, A3, A4    (attributes)

Index2 is active on A1, A2, A3, A6

Index3 is active on A1, A2, A6 

Index4 is active on A1, A6, A3, A2  (and do you remember the ‘order of index 

accession ?)

There is an oversupply of indexes here.  One complex index which contains A1, A2, A3, A4 and A6  should be adequate. 

Clustered Indexes

Clustering an index sounds terrible, but what it really means is a technique which stores data rows according to the index order. Oracle introduced ‘clustering’ some years ago, with the objective of improving performance. And when the conditions are suitable, such as high activity over a fairly constant set of data, then it works. When queries are based on non-repeating and random data, the technique is not as effective. And the message is, of course, be aware of the characteristics of the use of data.

The primary key is the best candidate as the cluster key. The DBMS normally uses the primary key(s) to create the index. The rules that the primary key must not be null and must be unique.

· There are a few simple conditions or expectations 

· low volatility (as mentioned above)

· works better if the cluster key in numeric, and preferably an integer

· appropriate to user searches/queries

· the result table must present the order of output which the user needs

B Trees, B+ Trees and Bitmap Indexes

 As you have gathered, there are a number of ‘indexing’ methods. One which is almost universal in databases in the B Tree or more accurately B+ Tree. There are some notes on this in the lecture on file organisation.

The B+ Tree index which uses much disk and memory but is very stable and does not require regular reorganisation, is effective when the number of distinct values divided by the number of values is greater than 0.1. This is a rule of thumb and does not apply in all cases.

A bitmap index saves index disk space and are very much favoured where the output is of a statistical nature. For instance how many eligible voters over 65 actually voted in an election ? or how many 4 wheel drive vehicles of a certain make, or year, or colour, or mass were involved in fatal accidents. In other words, selective criteria. 

Bitmap queries, as a general comment, are not very helpful for queries which use the Exists or Not Exists operator, Unique or the Group By clause (any ideas why not ?).

And the use of the Student Identity code would not be a good selection for a bitmap index.

