Data Mining – How Not to Succeed

Despite the enthusiasm and effort (and expectations) which are part of a data mining exercise, not all are successful. Not all Information System developments are successful either.

This short article introduces you to some of the practices which ensure that a data mining development project will fail (and you might like to contemplate whether these applied to various unsuccessful projects or developments which you have been involved in, and ensure that future projects you will meet during your careers avoid these traps). 

1. The ‘Jump Right In’ syndrome.  This immediately infers a lack of willingness to plan. It also infers that whatever the base cause of the requirement is not clearly determined, and therefore addressed. 

It also totally misses the users actual, but possibly unclearly stated requirements (and your own), and is another example of the rules which states that ‘when a result is produced, somebody will be able to use it’. It is partly the combination of a developer using familiar tools and producing results with which the developed is comfortable.

The missing link – exactly how the results will be applied by a user – is not a high priority.

2. ‘The problem can be solved with clever Data Analysis’ syndrome. This      

      automatically infers that appropriate accurate data exists and that processing   

      this data will  provide the best (and probably only) solution.

      This ignores any other decision making or data-capturing (gathering) effort   

      could be necessary, and possibly more suitable, or even if the business 

      problem could be handled by some other method.

      On a wider base, this could completely ignore the Business environment 

      within which the Company is probably competing, or any other problems 

      which the Company may be experiencing – e.g. high turnover, unsustainable 

      costs, industrial unrest,  aggressive competition. 

      The term ‘Business Information Analyst’ might be an appropriate one to    

      refocus the parameters of the project.

3. The ‘Focus on the Most Obvious Way to Configure the Problem’ syndrome. 

This avoids and negates the possibility that there could be some other way, other than the developer’s intention to explore the association of relevant data with the Business problem, and to concentrate solely on the features offered by the tool of choice. The result objective is to focus on the technical merits of the model or tool, and to refine this – rather than refining and objectively addressing the real problem and it environment.

4. The ‘Personal Judgement’ syndrome. This is very dangerous, and at the same time can be successful. However, it leads to the developer’s judgement. as to what must be included, and by default, what must be excluded, from the model. Once again the danger is the supposition that the data will contain all of the necessary information and the data mining effort is only to extract and reveal the relationships. Other inputs for instance Business managers, is likely to be ignored or even discarded, or ‘modified’. 

5. The ‘Let’s Find the Best Algorithm’ syndrome.  Data Mining is seen to be  purely a matter of applying an algorithm to a set of data – quite simple really. This approach is blinkered as it obscures or defeats the purpose of the scope and features of data and concentrates instead of fitting an algorithm to the data.

6. The ‘Rely on Memory ‘syndrome. It is sad but true that in some cases, the      

      projects are considered to be simple enough that all of the important details    

      can be ‘remembered’ by the developer.

      This obviously saves time (and therefore cost) in documenting the steps to             

      resolve the problem.  And in the same vein, it is obviously better to keep 

      pushing the study as fast as possible.  If the situation arises where the study 

needs to be restarted or redone, or if it becomes necessary to justify results at 

      a future time, then surely memory will make sure that the original study, and 

      restating the line of development with its reasons should be no problem to 

      accurately recreate.

7. The ‘Standards of Practice are Less Important than Intuition’ syndrome.  Surely standards are only for those who have no, or little experience, and therefore have not yet developed the intuition necessary to work with each set of data as a new and ‘once only’ experience.

      This leads to the premise that all data is different, and all data sets are  

       unique, so the natural presumption is to approach each data set as an 

       individual and first time entity.

8. The ‘Minimise the Communication Time Between the Business Managers  

      and the Data Miners’ syndrome. 

      After all, why should a Business Manager show more skills at detecting the 

      interesting, insightful and useful relationships in a data set than a Data Miner       

      can develop ?

      Software tools themselves are developed to discover relationships, and the 

      Data Miner is there only to report the insights which the tools find.

9. The ‘Minimise Data Preparation’ syndrome.  Preparing data in not as  interesting or even ‘challenging’ as creating model using ‘state of the art’ mining algorithms.  Isn’t it better to do as little as possible to collect representative data and get to the modelling processes ?

Comments on these 9 Practices or ‘Rules”.

The adoption of all, or even some of these practices will ensure that the data mining project will fail – it will produce output, but of what value ?

And, the reverse of these practices w cannot offer a cast iron guarantee that s data mining project will be 100% successful either.  But at a minimum the common causes of failure will be avoided.

Some extra thoughts on item 9 – ‘Minimise Data Preparation’. 

Data preparation is a two step operation :


     Step 1 is to assemble the source data from source files (one or many)  and     Step 2 is to prepare the variables for modelling

Of the 2, the more important is that of assembling data appropriate to the objective of the data mining project.

And just to close this paper, consider that you are required to develop and run a data mining project on Supermarket sales – and just to give you some ideas on the ‘dimension’, would you include



Whether the customer is female or male

                 What age group does the customer represent



 What is the order of the goods the customer is about to purchase



 Are the objects placed into plastic bags or ‘friendly’ shopping bags

                 What time of day is it

                 How is payment made

Think about these for a while and develop some ideas on ‘what else’ can be mined from such a project. 

